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Introduction to Bioinformatics

« The analysis and management of biological data through
the use of statistical and mathematical techniques

e Creation and development of algorithms

« Experimentation and simulation of biological data in order
to advance biological knowledge

Computing Needs

 Computationally intensive algorithms — barrier to
widespread use

 GenBank doubling every 15 months
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ComEuting Trends

e Saturation of uniprocessor performance

— Reliability and Power dissipation issues in ultra deep
sub micron technologies

— Limited ILP

— Increasing gap between memory speed and processor
speed

 Emergence of Chip Multiprocessors

— Potential to provide increasing performance with
number of cores

— How to use multiple cores ?
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Stream ComEuting

e Motivation
— Arithmetic is relatively inexpensive
— Memory Bandwidth is expensive

e Central Idea

— Orchestrate the computation such that available
memory bandwidth is effectively utilized

o Characteristic Features
— Data is organized into streams
— Kernels operate on streams
— Data accesses are kept local
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A Conceptual View of Stream Computing
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Bioinformatics Application — Sequence Matching

Sequence matching

* A Sequence is a string of Nucleotide/Protein Characters
(Example A, G, C, T)

A Probe is compared with a Target sequence

Example:
Probe — ACCGTGTGCA
Target —- GCTAAAACCGTGAGCATGA
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th Smith-Waterman Algorithm

Smith-Waterman Algorithm

» Guarantees to find the best Local Alignment in a given pair of
Sequences

o Widely used by the bioinformatics community

* Many bioinformatics applications are based on Smith-Waterman
algorithm

Example: FASTA, BLAST, Hidden Markov Models etc.
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Smith-Waterman Algorithm Contd.

Probe : ACCAGCGGCA
Target: ACCGTGTGCA

ACCAGTCG - GC A
o I 1
A C C G C A

e Calculation of a score matrix
e Positive score for a match
* Penalties for opening and extending a gap
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Smith-Waterman Algorithm Contd.

Score M atrix

A Stream Chip-Multiprocessor for Bioinformatics

Substitution Matrix

A C G T
A 5 -4 -4 -4
C -4 5 -4 -4
G -4 -4 5 -4
T -4 -4 -4 5
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Smith-Waterman Algorithm Detailed

S(a;,b))+H, if a and b; match
if a isattheend of adeletionof lengthk

H;=max H, ;- G,
if b, isattheend of adeletionof lengthl

Hi,j—l- Gw

Substitution Matrix

A C G T
A 5 -4 -4 -4
C -4 5 -4 -4
G -4 -4 5 -4
T -4 -4 -4 5
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Organizing the computation into streams

Target, m

Probe, n

Sequentia : m*n Stream: m+n
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Why did we implement it on the FPGA?

 CMPs supporting stream style unavailable
 Required number of processors unavailable

* Ability to customize the architecture easily
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Our Stream Multiprocessor Architecture

» Simple 5 stage in-order pipeline
» 8 KB of Instruction Memory
» 8 KB of Data Memory

~

* Orchestrates computation
» 32 KB Instruction Memory
» 32 KB Data Memory

* Intermediate storage
» 14 * 2KB blocks of memory

* | nter-processor communication
» 32 Words Deep
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Closer look at the Stream Architecture

o Stream Memory Block
— Used to store global intermediate values and output values
— 14 * 2KB of memory
— On-chip Peripheral Bus connection

 Read/Write FIFO’s
— 32 words deep
— Used to store intermediate streams
— OPB connection

e Instruction and data memories
— 32 KB each for the control processor
— 8 KB each for the compute processor
— Local Memory Bus Connection
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MicroBlaze Soft-processor Architecture
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Experimental Setup

« SUN w2100z workstation (RH OS)
— AMD Opteron 250 @ 2.4 GHz
— PCI based FPGA card

 Implemented 15 processor stream CMP on Virtex Il pro 50
o All results reported for a projected 60 processor system

e Developed multithreaded version using Pthreads
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Experimental Results
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Comparison of different architectures

32768 Target Sequences with 833 elements each

Il == . . —
Opteron 250 Two Intel Xeon | Sun Niagarawith Stream
@ 2.4 GHz, Quadcore@ 2.4 |8 UItraSPARCT1 Multiprocessor
Sequentia GHz, Cores @ 1.2 GHz @ 1GHz, 012
Multithreaded Multithreaded GB/s
Two Intel Sun Niagara Stream Stream
Xeon with 8 Multiprocessor Multiprocessor
Quadcore @ UltraSPARC @ 80 MHz @ 1 GHz
2.4 GHz, T1Cores @ 0.12GB/s 2.7GB/s
Sequential 1.2 GHz
Sequential
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Discussion of the results

 SUN Niagara with 8 UltraSPARC T1 cores @ 1.2 GHz
— Stream CMP is 41.4 times faster
— Multithreaded code is 3.4 times faster than sequential code running
on single core
o Intel Xeon @ 2.4 GHz(two Quadcore processor chips —
SMP)
— Stream CMP is 12.1 times faster

— Multithreaded code is 1.5 times slower than sequential code
running on single core

« AMD Opteron 250 @ 2.4 GHz
— Stream CMP is 16.3 times faster
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Future Work and Conclusion

Future Work

* |Investigating how other bioinformatics applications map
to the stream processor

 Heterogeneous cores and how they effect performance
* Investigate software streaming on different architectures

Conclusion

* Feasibility of a stream architecture with current
technology

« Shown the effectiveness of stream computing for
bioinformatics applications
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Thank You !
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